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input { 
  file { 
    path => "/path/to/file.log" 
  } 
} 
output { 
  file { 
    path => "/path/to/copied.log" 
  } 
}







Logstash
Processess technical logging and audit logging

Adds information

Removes information

Transforms information to a more usable form

 

Ship events to redis



Second Logstash
Uniforming data from heterogeneous sources

 

input: read events from redis

�lter: �x timezones, transform xml into json

output: send events to elastic



Elastic
Large cluster that contains log data

Keeps one month of history

Also stores Kibana con�g



Kibana
Filters based on environment and timestamp (last 24h)

Automatically refreshed

Queries for 'error', 'orange cell', speci�c errors

Uses rows and panels for optimal screen usage

Sensitive data



Sensitive data

Logstash input
input { 
  file { 
    path => "/path/to/application.log" 
    codec => multiline { 
      pattern => "̂%{TIMESTAMP_ISO8601} " 
      negate => true 
      what => previous 
    } 
    type => "application" 
  } 
  file { 
    path => "/path/to/audit.log" 
    type => "audit" 
  } 
}



Logstash filters
filter { 
  if [type] == "application" {
    grok { 
      match => { 
        "message" => "(?m)%{TIMESTAMP_ISO8601:timestamp} \[%DATA\] 
          %{LOGLEVEL:level} %{JAVACLASS} %{GREEDYDATA:line}" 
      } 
      remove_field => "message" 
    } 
  } 
}



2015-01-28 01:32:15,098 [thread-1] INFO nl.ing.application.Class 
   eventId=1401751935098~|~inChannel=MINGZ~|~odBeneficiaryAccount=NL28INGB0000000001

filter { 
  if [type] == "audit" { 

  } 
}

{ message: "2015-01-28 01:32:15,098 [thread-1] INFO nl.ing.application.Class 
       eventId=1401751935098~|~inChannel=MINGZ~|~ 
       odBeneficiaryAccount=NL28INGB0000000001" }



2015-01-28 01:32:15,098 [thread-1] INFO nl.ing.application.Class 
   eventId=1401751935098~|~inChannel=MINGZ~|~odBeneficiaryAccount=NL28INGB0000000001

filter { 
  if [type] == "audit" { 
    grok { 
      match => { 
        "message" => "(?m)%{TIMESTAMP_ISO8601:timestamp} \[%DATA\] 
          %{LOGLEVEL} %{JAVACLASS} %{GREEDYDATA:audit_message}" 
      } 
      remove_field => "message" 
    } 

  } 
}

{ timestamp: "2015-01-28 01:32:15,098", 
  audit_message: "eventId=1401751935098~|~inChannel=MINGZ~|~ 
    odBeneficiaryAccount=NL28INGB0000000001" }



2015-01-28 01:32:15,098 [thread-1] INFO nl.ing.application.Class 
   eventId=1401751935098~|~inChannel=MINGZ~|~odBeneficiaryAccount=NL28INGB0000000001

filter { 
  if [type] == "audit" { 
    grok { 
      match => { 
        "message" => "(?m)%{TIMESTAMP_ISO8601:timestamp} \[%DATA\] 
          %{LOGLEVEL} %{JAVACLASS} %{GREEDYDATA:audit_message}" 
      } 
      remove_field => "message" 
    } 
    mutate { gsub => ["audit_message", "\~\|\~", "̀"] } 

  } 
}

{ timestamp: "2015-01-28 01:32:15,098", 
  audit_message: "eventId=1401751935098̀inChannel=MINGZ̀ 
    odBeneficiaryAccount=NL28INGB0000000001" }



2015-01-28 01:32:15,098 [thread-1] INFO nl.ing.application.Class 
   eventId=1401751935098~|~inChannel=MINGZ~|~odBeneficiaryAccount=NL28INGB0000000001

filter { 
  if [type] == "audit" { 
    grok { 
      match => { 
        "message" => "(?m)%{TIMESTAMP_ISO8601:timestamp} \[%DATA\] 
          %{LOGLEVEL} %{JAVACLASS} %{GREEDYDATA:audit_message}" 
      } 
      remove_field => "message" 
    } 
    mutate { gsub => ["audit_message", "\~\|\~", "̀"] } 
    kv { 
      source => "audit_message" 
      field_split => "̀" 
      remove_field => "audit_message" 
    } 

  } 
}

{ timestamp: "2015-01-28 01:32:15,098", 
  eventId: "1401751935098", 
  inChannel: "MINGZ", 
  odBeneficiaryAccount: "NL28INGB0000000001" }



2015-01-28 01:32:15,098 [thread-1] INFO nl.ing.application.Class 
   eventId=1401751935098~|~inChannel=MINGZ~|~odBeneficiaryAccount=NL28INGB0000000001

filter { 
  if [type] == "audit" { 
    grok { 
      match => { 
        "message" => "(?m)%{TIMESTAMP_ISO8601:timestamp} \[%DATA\] 
          %{LOGLEVEL} %{JAVACLASS} %{GREEDYDATA:audit_message}" 
      } 
      remove_field => "message" 
    } 
    mutate { gsub => ["audit_message", "\~\|\~", "̀"] } 
    kv { 
      source => "audit_message" 
      field_split => "̀" 
      remove_field => "audit_message" 
    } 
    prune { blacklist_names => "̂od.+$" } 
  } 
}

{ timestamp: "2015-01-28 01:32:15,098", 
  eventId: "1401751935098", 
  inChannel: "MINGZ" }



filter { 
  if "_grokparsefailures" in [tags] { 
    prune { 
      blacklist_names => [ "message", "audit_message" ] 
    } 
  } 
}



Logstash
output { 
  redis { 
    host => "redis-host" 
    data_type => "list" 
    key => "logstash" 
  } 
}



Usage patterns















Questions?


